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1. Introduction 
 FICO Xpress-Insight is an extensible application for deploying optimization models and provides a host of 

features including scenario management, execution, and data analysis. The application has client-server 

architecture and can support different types of client. This user guide documents the Analyst Client user 

interface. 

Other resources that are available for Insight are as follows: 

 The Insight Developer Guide which explains how to develop and deploy and optimization model 

with Insight and the customization possibilities. 

 The Insight XML Reference that describes the configuration options that are available to the 

developer. 

 The Xpress Installation and Licensing Guide 

 A number of examples located in <installation directory>/examples/insight 

 FICO training course. Contact your FICO representative for details. 

 

1.1. Key Concepts  

The architectural components of an Insight system: 

 Insight: The optimization application including Insight server, Insight repository, one or more 

Insight clients and one or more optimization servers. 

 Insight server: The core of the application. It can be located on the same local machine as the 

client or on a remote server depending on the edition and system configuration of Insight. For 

non-Enterprise editions, the server is started on demand by the client. 

 Insight repository: A hierarchical database used to store all of the data that Insight manages. It 

can be located on the same local machine as the client or on a remote server depending on the 

edition and system configuration of Insight. 

 Insight client: A user interface to the Insight application for one user. This manual documents the 

Analyst Client which is a richly featured thick client provided by FICO and bundled with all Insight 

editions. Some editions of Insight may include additional client interfaces. 

 Optimization service: A service used by Insight to execute the optimization scenario. Insight can 

make use of multiple local, remote, and cloud based optimization services. 

The key data artifacts in the Insight system:  

 Project: The parent object. It contains one model, one or more baseline data sets, and one or 

more scenarios created by the user.  



 
© Copyright 1983‐2012 Fair Isaac Corporation. All rights reserved          Page 6 

 
 

 Model: The optimization model. It defines a set of input entities to receive scenario data and a set 

of result entities which will be populated with the optimization solution. The solution is the set of 

values representing the decisions identified by the optimization process, and other data 

synthesised from these values. The model contains a set of constraints that place restrictions on 

what is a valid solution to the optimization model. 

 Baseline: A read-only set of input data. Typically the model is used to import the data set into the 

Insight system from an external unmanaged source. 

 Scenario: A scenario is created from a baseline. It contains an editable copy of the baseline input 

data and results data if the scenario has been executed. 

 Virtual scenario group (VSG): A group of (virtual) scenarios sharing a common input data set. 

Each virtual scenario (VS) defines a limited number of modifications to the common input data 

which are applied prior to the virtual scenario being executed. Each virtual scenario has its own 

set of results data. A virtual scenario is permanently owned by the VSG.  

1.2. Starting the FICO Xpress-Insight Analyst Client 

The Analyst Client can be started from the Windows Start Menu or from the command line.  

To start the client from the Windows Start menu: 

a) Select Start > FICO > Xpress > FICO Xpress Insight Analyst Client. 

To start the client from the command line: 

a) Open a Command Prompt window. 

b) Change directory to  <installationdir>/bin/ 

c) Type: insight_client.bat<enter> 

The Analyst Client relies on services provided by the Insight server. When the Analyst Client starts up, it 

attempts to locate an Insight server. If it cannot locate a server, it will start one locally. To the client user 

this is transparent, although a small delay is introduced. If the client is responsible for starting a server, 

then it will also shut down the server when it exits. 

The Insight server can be started separately to the client either manually or as a Windows Service. To start 

the server manually, run <installationdir>/bin/insight_server.bat. 

To make use of the Insight server as a Windows Service, see the Xpress Installation and Licensing Guide. 
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2. Tutorial 
This tutorial uses the Facility Location example to demonstrate the basic operations of the FICO Xpress-

Insight Analyst Client. In this tutorial, you will do the following:  

 Load the example project 

 Explore the default scenario with table and chart views 

 Create, edit, and run a new scenario 

 Compare scenarios 

To load the example: 

a) Select File->New > New Project.  

b) Use the file selector dialog to navigate to the xpressmp/examples/insight/facility_location and 

open the facility_location.zip project file. 

 

 

On loading a new project into the system, a default sequence of actions will be triggered. These actions 

are described below. For the purposes of this tutorial, please select “Yes” when promoted for 

confirmation. 

a) Creates a new baseline called “Baseline”. 

b) Asks the user if they wish to run the baseline (to import the first baseline data set). Click Yes. 
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c) Adds the job (of running the baseline) to the Job Queue as “queued” status.  

 

d) If an optimization service is available, the job will be assigned to the service and the status of 

the job will move to “executing” . 

 

e) When the service has finished executing the job, the status changes to “completed”. 

f) Creates a new scenario called “Scenario 1” from the baseline. 

g) Asks the user if they wish to run the scenario. 

h) Adds the job (of running the scenario) to the job queue. 

i) Job is processed. The baseline is moved from executing to completed. 

 

2.1. Exploring the default scenario 

The Repository pane on the left hand side of the Analyst Client interface displays the Facility Location 

project containing the default baseline and scenario objects. 

The repository is represented as a hierarchal tree of objects and nodes of the tree can be expanded or 

collapsed. Click on the arrow next to the “Scenario 1” node to see its children. This figure shows how the 

child objects appear: 
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The scenario has three child objects. The “input” object represents the set of input data for the scenario. 

The “results” object exists for a scenario that has been solved since its input data was last modified, and 

represents the results data. The “model” object represents the state of the constraints in the model and 

this state combines parts of the input and results data. 

Click on the scenario node. When a scenario is selected in the Repository pane, the Entities pane is 

populated with the lists of entities in the input and results data sets. hen an input or results node is 

selected, the Entities pane shows only the input or results entities respectively. This figure shows both 

panes: 

 

Double click on any node in the Repository or Entities panes to open the default view for that object type. 

The default view for an entity is the Table view. Double click on the Depot.Capacity entity to see the Table 

view for that array of data. (By default the other entities that share the same index sets are also 

displayed). This figure shows the Table view: 

 

 Right click on any node in the Repository or Entities planes to display a Context menu. The menu includes 

general operations (such as delete, rename, and copy) that are appropriate to the object type and state, 

and a list of “Open with XXXX” options. These options open views that have been identified as 

compatible with the selected object and enable you to see it. Right click on the Demand entity and choose 

to open with the Chart view. 
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2.2. Creating, editing and running a new scenario 

A typical action a user might want to perform is to create a new scenario, modify it in some way, and 

then compare how this changes key metrics. A scenario can be created from a baseline or by copying an 

existing scenario.  The method chosen depends on what input data set the user wants to derive the new 

scenario from. In this tutorial we have not changed the input data of the first scenario so both methods 

are equivalent. 

Right click on the baseline and choose New Scenario. When the Analyst Client prompts for a scenario name, 

enter “Scenario 2”. A second scenario of the expected name appears in the Repository pane under the 

project. 

Now we need to modify the input data of the second scenario. For this example we will explore the 

impact of the forced closure of depots. We could do this by editing the Depot.Forced table directly but 

instead we will use the map custom view that this example supports. Right click on the second scenario 

and choose the Open with Facility Location view option. A map view powered by Google Maps opens. 
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 Click on the Detroit depot, select the Rules tab, and change the selection to Always closed. Repeat this 

process for the depots in Minneapolis and Columbus. Save the change and run the scenario with the Save 

and Run toolbar or menu options as shown in this figure: 

 

Once the execution completes, the view automatically refreshes (the client always presents the live data) 

to show that the optimization processes has met the demand from the western depots.  



 
© Copyright 1983‐2012 Fair Isaac Corporation. All rights reserved          Page 12 

 
 

 

2.3. Comparing scenarios 

The two scenarios have clearly different solutions as visualized below in the map view.  

 

Views can visualize more than one scenario. There are built-in, multi-scenario table and chart views that 

can show input and results data from several scenarios. Right click on the project and choose the Open with 

Multi-Scenario Table/Chart options. Alternatively these views can be opened from a single scenario and then 

Apply to… options appear for other scenarios so the user can incrementally add scenarios to such a view. 

This figure compares Scenarios 1 and 2: 
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3. Overview of the Analyst Client Interface 

3.1. Application layout and common actions 

The FICO Xpress-Insight Analyst Client is based on the Eclipse RCP but hides this from the user where 

possible. However, for those familiar with the terminology of the Eclipse IDE then the following mapping 

from Insight terminology may be useful: 

 view == Eclipse editor 

 views area == Eclipse editor area 

 pane == Eclipse view/view stack 
 
The client window layout includes three panes and the views area, each of which can be resized with the 

draggable dividers. Each pane and the views area can be minimized or maximized with the icons in the 

top right corner of the pane. Each pane also has an icon that opens the same Context menu for a 

selection as right-clicking on an item in that pane. 

 
Some panes (e.g. Job Queue pane) have additional tabs which switch the content. These tabs can be 

detached as separate windows by right clicking and selecting Detached or repositioned as a separate pane 

by dragging the tab top to the side or bottom of the window. 

 

 
 

The views that visualize the scenarios open up into the views area. The first view to be opened resizes to 

occupy the whole views area and additional views are added as extra tabs. Separate tab sets can be 

created by dragging a tab to the boundaries of the views area. In this way the views area can be divided 

into sub-areas. Views can be moved from one tab set to another and the dimensions occupied by a tab set 

can be adjusted by the draggable dividers. Tab sets can be combined by moving the tabs of one set across 

to another. A view can be closed with the cross icon on the right hand side of its tab.  
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The application toolbar and Edit menu has a Reset Layout button to restore the original layout if necessary. 
 

3.2. Repository pane 

The Repository pane shows the persisted artifacts in the repository as a hierarchal tree of objects. The top 

level nodes are projects which are created by loading a project archive or model (or importing a backup). 

Each project can have zero or more baseline/scenario/virtual scenario groups (VSG) children. Each 

scenario has a minimum of input and model children and an optional results child if the results data is 

available for the scenario. Each VSG has an input child representing the shared input data, and zero or 

more virtual scenario children. Each virtual scenario has the same possible children as a scenario. 

This figure shows a repository where all of the possible types of object have been created: 

 

Each object in the repository has a set of actions associated with it that are listed on the Context menu. 

This menu is available when you select an object and right-click on it. Alternatively, you can select an 

object and click the down arrow icon at the top of the pane. This figure shows the Context menu: 
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Only one object can be selected at a time on the Repository pane. There are some actions defined by the 

application menu and toolbar that act on the object selected in this pane. For example, the Delete 

command is available on the Context menu and on the toolbar. 

The Copy action always creates a copy of the selected object with the same type as the original. New 

XXXX actions are defined where a transition from one object type to another is supported e.g. a new 

scenario can be created from a virtual scenario with the New Scenario option whereas the Copy option 

would create another virtual scenario.  

3.3. Entities pane 

The Entities pane shows the entities that are managed as the scenario data for a model. The entities are 

grouped into input and results data. When a scenario or model object is selected in the Repository pane, 

both input and results entities are shown. When an input or results data object is selected in the 

Repository pane, then only the input or results entities are shown. 

Hidden entities do not appear in the Entities pane. Index sets are hidden by default. Other entities can be 

marked as hidden in the cfile. 

There is a Context menu for each entity that is available when you select an entity and right-click on it. 

The menu lists the views that are compatible with the entity. 
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3.4. Editing views 

Only one element of the Insight application is allowed to edit an object at the same time. This element 

can be an individual view, a client, or the Insight server. The element requests write access to the object 

prior to editing and until this access is released all other elements of the system can only access a read-

only version of the object. While an element holds the write access to the object (assuming no 

communication failure), it is guaranteed to be able to save any changes it makes. 

The icon in the top left corner of a view indicates the access status of the view. A yellow padlock overlaid 

on the icon denotes that the view is read-only. In the figure below, the first table has write access. 

 

The Analyst Client makes every effort to manage the transition of write access between views as 

transparent as possible. However, user intervention and control is desirable on occasion. An Edit button is 

provided on the application toolbar to switch a view to editable mode. The user may be prompted to save 

pending changes for another view (see figure below). If the object is being processed by the server, then 

the views are not allowed to edit it. 
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Some views are not intended to edit the data but only display it. Views with edit modes will attempt to 

gain write access to the objects they intend to display when the view opens, and will revert to read-only if 

the write access is not allowed. 

3.5. Job Queue pane 

The Job Queue pane has 4 tabs that display real-time information relating to the activity of the Insight 

system. The pane contains these tabs: 

 Job Queue 

 Run Log 

 Client Log 

 Progress Display 

3.5.1. Job Queue 

The job queue shows the current and historical status of the global job queue. Each job entry represents a 

request to run a scenario. The status of the job can be one of the following: 

 Queued: The job is queued and waiting for an available optimization service to execute. 

 Executing: The job is executing on an optimization service. 

 Completed: The job has finished executing with no errors returned by the model. 

 Completed with errors: The job has finished executing but errors were encountered. 

 Cancelled: The job was cancelled by the user. 

 Paused: The job is queued but will not be allocated to an optimization service. 

 
There are also intermediate states (cancelling/pausing) indicating that the job is transitioning to the new 

state. Jobs can be paused, unpaused, and cancelled from the job menu. To access the job menu, select a 

job and right-click on it. Alternatively, you can select the job and click the drop-down arrow icon in the 

top right corner of the pane.  

The job queue is a sortable table with additional columns displaying real-time progress state and metrics 

during the execution of the model. After the job has completed, these metrics are available as scalar 

entities in the results data and can be visualized with other views also.  

To clear the table of all entries, use the clear/clearall options on the Context menu. 

To open the run log for a job, double-click on a job. 
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3.5.2. Run Log 

The Run Log displays the text output of a model and updates in real-time if the scenario is executing. The 

scenario can be selected from a job in the Job Queue or from the Repository pane. This is an example of 

the Run Log: 

 

3.5.3. Client Log 

The Client Log is a list of error and warning messages generated by the client. It often contains more 

information than it is possible to display in the associated warning or error message popup dialog. It is not 

persistent and is cleared when the client exits. The contents can be cleared from the drop-down menu 

icon on the top right corner of the pane or copied and pasted to a Text Editor if the user wishes to retain 

the information.  

 

3.5.4. Progress display 

The Progress display gives visual feedback of the asynchronous actions of the client (i.e. happening in the 

background). Often this represents the fetching or saving of data to the server.  

   



 
© Copyright 1983‐2012 Fair Isaac Corporation. All rights reserved          Page 20 

 
 

4. Tabular editing and viewing of data 
The Table view is used to display array data. While the data can be edited and new values added, the 

data can also be sorted, filtered, or aggregated to constrain the view. The Table view shows array data in 

sparse format: one column for each dimension and one for the corresponding data value. It is the default 

view for all entities. (The default view can be changed in the project configuration file.) This is example of 

data in the Table view:  

 

To open the Table view, do one of the following: 

 Double-click on an entity in the Entities pane.  

 Select and entity and then choose Selecting Open with Table from the Context menu. 

The Table view automatically adds, as an additional column, any entity in the scenario data that is not 

hidden and shares exactly the same index sets. If the size of the array is larger than a threshold value, a 

message appears asking whether or not the extra arrays should be added. 

The Table view contains a toolbar and application menu to open its column selector. The column selector 

dialog lists the entities in the scenario data that are compatible with the format of the current table. Next 

to each entry is a check box. If an entity is already visible in the Table view, the check box is selected. To 

add another entity, select the check box next to the entity name. 

4.1. Adding and Editing Data  

If the user has write access to the scenario data in the Table view, then individual values can be edited.  

To edit a value: 

a) Click on a cell in the table. 

b) Select a value from the drop-down list or enter a value in the text field.  

To add a new entry in the array data: 
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a) Click on the blank row at the bottom of the table. After a new row has been entered, the index 

values of that row are fixed and the data values are editable. 

4.2. Modifying the Display for the Data in the Table View 

How the data is presented in the Table view can be changed by altering the order of the columns, sorting, 

filtering, or aggregating the data. These changes are temporary.  

Altering the Table Order 

To change the order of a column, drag it horizontally to the desired position in the table.  

Sorting Values 

The data appears in a column based on the original ordering of data in the model. To change the table 

row order, click a column header. To reverse the order, click the column header again.  

Filtering Values 

The Filter icon on the toolbar adds a set of filter options as a row at the top of the table. At the top of 

each column, there is a drop-down list of unique values in that column. Selecting a value filters out any 

values that do match the filtering criteria. The active filters on all columns of the table are applied in 

sequence and the remaining rows are displayed. This is an example of a filtered table: 

 

Aggregating Values 

The Aggregation icon on the toolbar adds a set of aggregation options as a row at the top of the table. 

For each column, there is a drop-down list. For columns that represent index sets, the list of options are 

“collapse” plus the names of any index groupings created for that index. This is an example of an 

aggregated table: 
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Selecting “collapse” for an index set collapses that dimension of the data array and produces aggregated 

data values across the remaining dimensions. In the table above, the sum of the demand per product 

could be calculated by collapsing the Months index set. The sum of the demand per month could be 

calculated by collapsing the Products index set.  

The left figure below shows a table of per-product, per-month demand data where the sum of demand 

per month has been calculated by collapsing the Products dimension. The right hand figure below shows 

the same data with the sum of demand per Product calculated by collapsing the Months dimension.  

 

An index grouping for an index set defines a new set of index values and a mapping from the original 

values to the new values that can be used for aggregating the indexed data. For example, an index 

grouping could map weeks to months or products to product groups. The data could then be aggregated 

per month or per product group. Index groupings are defined by the model developer and the values 

themselves are hidden by default. Index groupings can be added as additional columns with the column 

selector. This figure shows the Quarters index grouping mapping the Months index set, and the result of 

aggregating the Demand data per quarter: 
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There are several aggregation functions that can be applied. An aggregation defaults to the summation 

function for each data column by default but can be changed. The possible aggregation functions are as 

follows: 

 count 

 geometric mean 

 maximum 

 mean (average) 

 minimum 

 sum 

 all 

 any 
 

Both filtering and aggregation can be applied to the data in a table at the same time. 
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5. Charting data 
Scenario data can be visualized using the built-in Chart view. The Chart view can display multiple data 

series and is therefore capable of showing the data from a single array entity with up to two dimensions, 

or multiple one dimension array entities. Arrays with more than two dimensions can be displayed if an 

aggregation or filter is applied to reduce the effective data dimensions to <= 2. 

There are several ways to open a new Chart view:  

 Select an array entity in the Entity pane and choose Open with Chart. This opens a chart showing 

only the entity selected.  

 Select a column header and choose New Chart. This opens a chart showing only the entity 

selected. The state of the table affecting the column, such as aggregation or filtering is applied to 

the chart. 

 From the toolbar select the To Chart option. This opens a chart showing all entities of the current 

Table view. The state of the table affecting the column, such as aggregation or filtering, is applied 

to the chart. 

 

 

Entities can be incrementally added and removed from chart views. If you invoke the Context menu on an 

entity in the Entities pane or on a column header of a Table view, it will show the add/remove options for 

any compatible views.  
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5.1. Configuration Options 

There are a number of configuration options for the Chart view that are available from the Views Settings 

dialog. 

 

The options on the dialog allow the following operations: 

 Customization of chart and axis titles 

 Selection of chart type 

 Choice of data dimension to be used for x axis and series 

 Swapping of x and y axis 

 Visual effects such as enabling 3d and translucency 
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There are five chart types: area, bar, line, pie, and scatter. 

 

The modified configuration settings can be saved as a named profile, which then appears as a separate 

menu option for this chart. 
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6. Working with model constraints 
The Model Table view shows the constraints in the model and the input and results data associated with 

them. To open the view, double-click on the model object in the Repository pane. Alternatively, select the 

object and select Open with Model Table from the Context menu. 

Each scalar constraint, including the objective of the model, is listed as a separate row in the table. Arrays 

of constraints are arranged as a hierarchal tree of rows that can be expanded and collapsed. The 

Summary field shows a verbose name for each element of the constraint array with the indices 

interpolated. This figure shows the Model Table view: 

 

The table shows a number of input and results values for the constraint. Results values are only available if 

results data is available for the scenario. When an array of constraints is displayed with the tree collapsed, 

then the values are shown if all children of the array have the same value for that column; otherwise the 

cell is blank. This is a description of the columns:  

 Relax status (see 5.1) 

 Disable status (see 5.1) 

 Activity: The activity of the constraint. 

 Violation: How much the constraint has been violated (if constraint was relaxed by the solver). 

 Type: obj (objective), unbounded, <=, >= , =  

 RHS: The value of the right hand side of the constraint. 

 Dual: The dual value for the constraint. 
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 Viol.limit and Viol.cost: The limit and cost values for relaxation (see 5.1). 

Note: The description text for the constraint is shown as a tooltip when the mouse hovers over the 

constraint row. The description can contain hyperlinks to table views of the data associated with the 

constraint. 

 

6.1. Disabling and relaxing constraints 

The developer of a model can identify a constraint as optional. The user can enable or disable optional 

constraints using the drop-down menu in the Disable column for that constraint.  

The developer of a model can identify a constraint as soft. The user can allow a soft constraint to be 

violated using the drop-down menu in the Relax column for that constraint. Ultimately the decision on 

whether to violate a constraint is made by the optimization solver based on the violation cost and limit. 

Typically the violation cost is set high enough so that the constraint is violated only if a feasible solution 

cannot be obtained without doing so. 

Using the “Simple HTML view” example, this figure shows the wood resources as relaxed. This means that 

it can be violated by up to 10 units at a cost of 1 per unit. 

 

If results are available, then violated constraints are highlighted. (The default style is red text). The Relaxed 

only toolbar option activates a filter to show only the violated constraints. 
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7. Managing scenarios 

7.1. Baseline scenarios and parameters 

Baselines are sets of input data for the model. Typically the FICO Xpress-Insight system reads the data set 

from an external unmanaged data source. The location of the data source and what set of data is read 

from it may be parameterized by the developer to allow the end user to select which data set is loaded 

into the baseline. The New Baseline option will load a baseline using the default parameters.  

There are two methods to load a baseline using non-default parameters: 

a. The New Baseline with Parameters option from the application menu or the project Context 

menu allows a comma separated list of param=value parameter names and values to be entered. 

This method requires that the developer of the model has provided a list of supported parameters 

to the user. 

 

b. New parameter values can be applied to an existing baseline object. Once a standard baseline has 

been imported, the list of supported parameters is editable via the parameters table in the input 

data. The baseline can then be re-run to reload the data set resulting from the new parameter 

values.  

In addition to the parameters of the specific model, there are many standard parameters supported by 

the Insight system that affect all aspects of the optimization process such as stopping criteria, quality of 

the solution, and algorithm choices. These parameters are documented in the Xpress Optimizer Reference 

Manual. In a standard operation, the Insight user is not expected to make use of these system 

parameters. However if the Insight user is interested in learning more, then they should contact the 

developer of the model and/or FICO support. 

7.2. Virtual Scenario Groups 

The standard scenario has its own set of input data that is independent of any other artifact in the 

repository. In some cases, it is useful to create several scenarios that differ only in a limited number of 

ways, such a small number of data elements that are enumerated across a range of possible values. The 
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virtual scenario group (VSG) is provided to streamline the process of creating and managing such groups 

of scenarios. 

A VSG is created from a baseline in a similar fashion to a normal scenario, and has a set of input data. This 

is an example of a baseline object in the Repository pane: 

 

A VSG can have one or more virtual scenario children. Each virtual scenario shares the common VSG input 

data. A VSG identifies one or more modifiers, which are data elements that will vary per virtual scenario. 

The input data of a virtual scenario is not editable but rather is modified by overwriting the modifier 

values for that virtual scenario onto the common shared input data. 

Double clicking on the VSG in the Repository pane opens the VSG editor. Each column of the VSG editor 

represents a modifier and each row a virtual scenario. New modifiers are added by right clicking on a cell 

from another other Table view of input data for that project and selecting Add to VSG editor. The scalar 

value selected then appears as a column in the VSG editor, as shown in this figure: 

 

Virtual scenarios can be created by entering a new row in the VSG editor. The value for each modifier for 

that virtual scenario can then be set. If the value differs from the common shared input data for the VSG, 

it is shown as black text, otherwise the text is grey. When the user saves the edits to the VSG editor view, 

the new virtual scenarios  are created in the repository.   
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Each virtual scenario that is executed will have its own results data. Virtual scenarios can be run 

separately, and by selecting the Run option for a VSG all virtual scenarios of the VSG can be queued for 

execution in one action. There are several other VSG-level actions that are available that will include all 

virtual scenarios in a scenario comparison view, as described in the next chapter. 

7.3. Copying, renaming, deleting objects 

Scenarios, VSGs, and baselines are self-contained artifacts and a selected artifact in the Repository pane 

can be copied, renamed, and deleted with the options on the application menu and toolbar or from the 

Context menu. This figure shows the commands on the Context menu: 

 

 

A copy action results in a new artifact in the repository that has the same type, data, and state as the 

source artifact. The user is prompted to enter a name for the new artifact. 

There are several additional actions available to create artifacts of a different type from a given source 

artifact. 

a. The New Scenario or New VSG commands create a new scenario or VSG from a source baseline. 

The input data of the new scenario/VSG will be equivalent to the data set of the baseline. 

b. The New Scenario command can also create a new scenario from a virtual scenario. The input 

data of the new scenario will be equivalent to the common data set of the VSG with any 

modifiers for the chosen virtual scenario applied. 

c. The New VSG command can create a new VSG from a scenario. The common input data for the 

VSG will be equivalent to the input data of the source scenario. The set of modifiers for the VSG 

will be empty. 
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8. Comparing Scenarios 

8.1. Multi-scenario table view 

The Multi-Scenario Table (MS table) view allows the side-by-side comparison of multiple scenarios from the 

same project in a table format. Each column of the table is a selected item of input or result data. Each 

row is a scenario or virtual scenario. 

The MS table can be opened with several initial scopes depending on what type of object is selected when 

the view is opened from the application or Context menus:  

 with a project selected, all scenarios under the project are added 

 with a scenario selected, the chosen scenario is added 

 with a VSG selected, all virtual scenarios under the VSG are added 

 
In all cases, the table initially adds a single data item which is the objective value for the scenario. 

Additional columns can be added from any other table view of the input data related to the project by 

right clicking on a table cell and selecting the Add to MS table option. Columns can be removed by right 

clicking on the column header in the MS table view and selecting Remove, or by right clicking on the data 

items cell in any other table view and selecting Remove from MS table option. 

 
 

8.2. Multi-Scenario Chart view 

The Multi-Scenario Chart (MS chart) view allows the side-by-side comparison of multiple scenarios from 

the same project in a chart format. The MS Chart view follows the same paradigm as the MS Table view 

of comparing chosen scenarios/virtual scenarios for each of the one or more input or result data items. By 

default, each data item is plotted as a series of x-axis values against the set of scenarios on the x-axis. This 

behavior can be modified with the “x-axis” and “Swap x&y” options from the Settings dialog.  

The MS Chart view can be opened with several initial scopes depending on what type of object is selected 

when the view is opened from the application or Context menus:  

 with a project selected, all scenarios under the project are added 

 with a scenario selected, the chosen scenario is added 
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 with a VSG selected, all virtual scenarios under the VSG are added 

 using the To Chart toolbar option of an MS table, the scenarios and data items from the MS table 

are added to the MS chart 

 
In the first three cases above, the chart adds a single data item, which is the objective value for the 

scenario. Additional columns can be added from any other table view of the input data related to the 

project by right clicking on a table cell and selecting the Add to MS chart option. Columns can be removed by 

right clicking on the data items cell in any other table view and selecting Remove from MS chart option. 

The most common method of opening the MS Chart is to configure an MS Table view and then select the 

To Mult-Scenario Chart toolbar option to create the equivalent chart view. This figure shows the toolbar 

option and the resulting chart: 

 

In this figure, the Chart Settings dialog has been used to select an alternative set of values for the x-axis. 
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9. Reference 

9.1. Additional results data 

The optimization model deployed in FICO Xpress-Insight will contain decision variables and constraint 

values and values for these are captured in the results data when the model is optimized for a given 

scenario. When viewing a variable entity, the solution value of the variable is displayed. When viewing a 

constraint entity, the activity of the constraint is displayed. However, the Insight system augments the 

results with additional data relating to variables and constraints. These data items are hidden by default. 

The column selector of the table views can be used to include these values in the view. 

This table summarizes the data available: 

Name Entity type Value 
MyEntity Variable Solution value 
MyEntity.type Variable Type (boolean, integer, continuous) 
MyEntity.rcost Variable Reduced cost value
MyEntity Constraint Activity value 
MyEntity.type Constraint Type (<=, =, >=, free) 
MyEntity.rhs Constraint Right hand size value 
MyEntity.dual Constraint Dual value 

 

The Insight system augments the results with additional scalar values. This table summarizes the data 

available: 

Name Value 
Objective Objective value for the solution of the scenario 
Run-Time Execution time for the scenario
# Sols Number of solutions found
Gap Gap between final and best possible solutions 
Solver Status Status returned by the underlying solver engine 

 

9.2. Summary View 

The Summary view for a scenario displays additional information maintained by the Insight system for 

each scenario. It is the default view for a scenario. It can be opened by double clicking on a scenario or 

virtual scenario in the Repository pane, or by using the Context menu for that artifact. This figure shows 

the Summary view for a scenario: 
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9.3. Custom views 

The Analyst Client UI is extensible. Custom views can be added with specialized behavior and visualization 

of the data. 

Any custom views that are compatible with the model are added to the list on the Context menu for an 

artifact in the repository. Custom views follow the same rules as the built-in views. For example, users can 

only edit the data if write access is available for that repository artifact; the padlock icon indicates that the 

data is read-only. The * on the view tab indicates that an items has been modified and needs to be saved 

with the Save or Save All icons.  
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9.4. Importing/exporting projects and repositories 

Individual projects or the entire repository can be exported from the system and later imported into the 

original or any other Insight system. The exported data is saved as a single binary file with .bop extension 

to the local file system of the client.  

When importing data, any collisions between names of artifacts in the destination repository are resolved 

by renaming the imported artifacts. 

The exported data is agnostic of the Insight software version and so provides an effective means of 

migrating or performing a software upgrade with a migration of the existing repository contents. 

The import/export commands are available from the File menu and from the Context menu for individual 

project artifacts in the Repository pane. This figure shows the commands on the File menu: 

 

9.5. Setting memory limits for Insight  

9.5.1. Setting available memory for the Insight Analyst client 

The default installation sets the maximum amount of memory that the Insight Analyst client is allowed to 

use to 1024 megabytes on 32-bit Microsoft Windows and 2048 megabytes on 64-bit Microsoft Windows. 

The limit is set in <installationdir>/bin/insight_client.bat in the format “--Xmx1024M”. The limit can also be 

specified in gigabytes e.g. “-Xmx1G”. 

The default setting should be adequate for typical usage of the system but very large models may require 

the limit be increased. The maximum safe limit for 32-bit Windows is 1.5 gigabytes. There is no restriction 

for 64-bit Windows although we advise that the sum of the limits for client and server (see below) should 

not exceed the amount of physical RAM installed in the machine.  

The instructions above apply to all supported versions of Windows (XP/2003/Vista/2008/7). 

The client must be restarted for any changes to the limit to take effect. 
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9.5.2. Setting available memory for the Insight Server 

The default installation sets the maximum amount of memory that the Insight server is allowed to use to 

1024 megabytes on 32-bit Microsoft Windows and 2048 megabytes on 64-bit Microsoft Windows. The 

limit is set in <installationdir>/insight/jboss-as-7.1.0.Final/bin/standalone.conf.bat in the format “--

Xmx1024M”. The limit can also be specified in gigabytes e.g. “-Xmx1G”. 

The default setting should be adequate for typical usage of the system but very large models may require 

the limit be increased. The maximum safe limit for 32-bit Windows is 1.5 gigabytes. There is no restriction 

for 64-bit Windows although we advise that the sum of the limits for client and server (see above) should 

not exceed the amount of physical RAM installed in the machine.  

The server must be restarted for any changes to the limit to take effect.  

 


